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What should an optimizing compiler do?

Efficient assembler/machine code

   programmer"
``Good for the

     computer"
"Good for the

(parallel) programming language

for a modern, high-performance,
(parallel) architecture

Super-Compiler

Program written in a
very high-level, modern, 
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The BIG Questions ....

Can such an optimizing compiler be built?
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The BIG Questions ....

Can such an optimizing compiler be built?

Can I teach you something about optimizing
compilers?

Can I show you that building compilers is fun and
challenging?
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Outline

Historical Perspective, Challenges and Overview
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Outline

Historical Perspective, Challenges and Overview

Optimizing C
different optimization levels
impact of pointers

Optimizing Java
Virtual Method Call Resolution
VTA (Variable Type Analysis)
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Increasing Level of Programming Language Abstraction

Machine Code

C

Fortran

Assembly Code

Parallel Languages Object-Oriented
    Languages

Web-based Languages
          (Java)
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Increasing Architecture Complexity

  (small register sets,  small main memory)

"Simple"  RISC/CISC
(larger register sets,  more main memory)

"Advanced"  RISC/CISC
(register windows, pipelined, superscalar,

Distributed-Memory Parallel Shared-Memory Parallel
     Processors     Processors

Tightly-Coupled Loosely-Coupled The Web

    multi-level caches,enormous main memory)

Simple "von Neumann" Architectures
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Anatomy of an Optimizing Compiler

side-effect analysis
pointer analysis

Front-end

source program (.c)

machine-level program (.s)

Analysis and low-level transformations

High-level to Low-level translation

Register Allocation
Instruction Scheduling
Code Generation

Analysis and high-level transformations
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An example:

for (i = 0; i < 10000; i++)
f a[i] = a[i] * 2000;

a[i] = a[i] / 10000;
g

Naive (fast) compilation, produces slow code:
gcc foo.c

Optimized (slow) compilation, produces faster code:
gcc -O foo.c+

Superoptimized (even slower) compilation, may
produce faster, but possibly larger, code:
gcc -O3 -funroll-loops
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The looping code, naive compilation

for(i = 0; i < 10000; i++)
L6: ld [%fp-12],%o0 // %o0 = i

sethi %hi(9999),%o2
or %o2,%lo(9999),%o1 // %o1 = 9999
cmp %o0,%o1
ble L9 // if i <= 9999 goto L9
nop
b L7
nop

L9: // ---- a[i] = a[i] * 2000; ----
// ---- a[i] = a[i] / 10000 ----;
ld [%fp-12],%o1 // %o1 = i
add %o1,1,%o0 // %o1 = %o1 + 1
mov %o0,%o1
st %o1,[%fp-12] // i = %o1
b L6 // goto L6
nop

L7:
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Naive code ( a[i] = a[i] * 2000; )

L9: // ---- a[i] = a[i] * 2000; ----
ld [%fp-12],%o0 // %o0 = i
mov %o0,%o1
sll %o1,2,%o0 // %o0 = i*4
sethi %hi(_a),%o2
or %o2,%lo(_a),%o1 // %o1 = &a
ld [%fp-12],%o2 // %o2 = i
mov %o2,%o3
sll %o3,2,%o2 // %o2 = i*4
sethi %hi(_a),%o4
or %o4,%lo(_a),%o3 // %o3 = &a
ld [%o2+%o3],%o2 // %o2 = a[i]
mov %o2,%o4 // ..
sll %o4,5,%o3 // ..
sub %o3,%o2,%o3 // ..
sll %o3,2,%o4 // ..
add %o4,%o2,%o4 // ..
sll %o4,4,%o2 // %o2 = %o2 *2000
st %o2,[%o0+%o1]i // a[i] = %o2
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Optimized Code (whole loop with body)

L8: // %l2 = &a, %l1 = i, %l5 = 10000
sll %l1,2,%l0 // %l0=i*4
ld [%l0+%l2],%o1 // %o1 = a[i]
sll %o1,5,%o0 // ..
sub %o0,%o1,%o0 // ..
sll %o0,2,%o0 // ..
add %o0,%o1,%o0 // ..
sll %o0,4,%o0 // %o0 = a[i]*2000
st %o0,[%l0+%l2] // a[i] = %o0
call .div,0
or %l4,%lo(10000),%o1 // %o0 = a[i]/10000
add %l1,1,%l1 // i++
cmp %l1,%l5 // i<10000
ble L8
st %o0,[%l0+%l2] // a[i] = %o0
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Optimized Code with Scalar Replacement

for (i = 0; i < 10000; i++)
f a[i] = a[i] * 2000;

a[i] = a[i] / 10000;
g

for (i = 0; i < 10000; i++)
f temp = a[i] * 2000;

a[i] = temp / 10000;
g
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Does the optimization work?

opt. level SPARC MIPS
Original Scalar Original Scalar

no opt 20.5 16.9 21.6 18.4
opt 8.8 8.1 12.3 12.3

super opt 7.9 7.1 11.2 11.3

Standard compiler optimizations work very well for
loops and arrays.

Adding additional optimizations may not always lead
to further speedup.
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Should the programmer write "Optimized C"?

If you wanted to write a fast C program, which one
should you use, Loop #1 or Loop #2?

/* LOOP 1 */
for (i = 0; i < N; i++)

f a[i] = a[i] * 2000;
a[i] = a[i] / 10000;

g

b = a;
/* LOOP 2 */
for (i = 0; i < N; i++)

f *b = *b * 2000;
*b = *b / 10000;
b++;

g
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If you said LOOP #2 ...
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If you said LOOP #2 ...

You were wrong!
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If you said LOOP #2 ...

You were wrong!

LOOP opt. level SPARC MIPS Alpha

#1 (array) no opt 20.5 21.6 7.85
#1 (array) opt 8.8 12.3 3.26
#1 (array) super 7.9 11.2 2.96

#2 (ptr) no opt 19.5 17.6 7.55
#2 (ptr) opt 12.4 15.4 4.09
#2 (ptr) super 10.7 12.9 3.94
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Write clear code, don't confuse the compiler

Pointers confuse most C compilers. Don't use
pointers instead of array references.

Compilers do a good job of register allocation, don't
try to allocate registers in your C program.
register int x; /* don't do this */

In general, write clear C code, it is easier for both the
programmer and the compiler to understand.
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Problems due to Architectures

"Simple"  RISC/CISC
(larger register sets,  more main memory)

Distributed-Memory Parallel Shared-Memory Parallel
     Processors     Processors

Tightly-Coupled Loosely-Coupled The Web

    multi-level caches,enormous main memory)

Simple "von Neumann" Architectures
  (small register sets,  small main memory)

"Advanced"  RISC/CISC
(register windows, pipelined, superscalar,
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Instruction Scheduling example

a, b, c and d are scalar variables.

a = a+b;
c = c+d;

(1) r1 <- a
(2) r2 <- b
(3) r2 <- r1+ r2
(4) a <- r2
(5) r3 <- c
(6) r4 <- d
(7) r4 <- r3+r4
(8) c <- r4

(1) r1 <- a
(2) r2 <- b

nop
(3) r2 <- r1+r2

nop
(4) a <- r2
(5) r3 <- c
(6) r4 <- d

nop
(7) r4 <- r3+r4

nop
(8) c <- r4

C Program Instructions RISC schedule
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Instruction Scheduling (continued)

(2)

(8)

(7)

(5) (6)

(1)

(4)

(3) (1) r1 <-- a
(5) r3 <-- c
(2) r2 <-- b
(6) r4 <-- d
(3) r2 <-- r1 + r2
(7) r4 <-- r3 + r4
(4) a <-- r2
(8) c <-- r4

Dependencies Good RISC

between Instructions schedule
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Problems due to Increased Prog. Language Abstraction

Pointers to Stack Variables (&x)
Recursive functions
Heap-allocated data structures
Non-loop programs

C

Web-based Languages

Machine Code

Fortran

Assembly Code

Parallel Languages Object-Oriented
    Languages

          (Java)
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Instruction Scheduling example with Pointers

Variables a and c are pointer variables.

a->val =
a->val+b;

c->val =
c->val+d; (6)

(4)

(3)

(1) (2)

(8)

(7)

(5) 

(1) r1 <-- 0[a]
(2) r2 <-- b
(6) r4 <-- d
(3) r2 <-- r1 + r2

nop
(4) 0[a] <-- r2
(5) r3 <-- 0[c]

nop
(7) r4 <-- r3 + r4

nop
(8) 0[c] <-- r4

C Program Dep. Graph Result
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Observations

Optimizing C compilers do a very good job on
programs with well-structured for loops, using arrays
in a regular manner.

Programs with many small function calls and heavy
use of dynamic data structures are harder to
optimize. Need new analyses including pointer
analysis for dynamically-allocated data structures.

In general, we need to add new optimizations to
compilers as languages as architectures evolve.
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Problems due to Increased Prog. Language Abstraction

Fortran

Object-Oriented

          (Java)

Assembly Code

Parallel Languages
    Languages

Web-based Languages

Machine Code

C
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Virtual Method Resolution

Which methods might be called at run-time?

...
o.m(a1,a2,...,an)
...

{ int a1, a2, ..., an;

}

public void m (int p1, ...,  int pn)
  { ... }

public class C {

...

}

public void m (int p1, ...,  int pn)
  { ... }

public class B {

...

}

public void m (int p1, ...,  int pn)

public class A {

...

}

?

?

?
  { System.out.println(p1+...+pn); }
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Bene�ts of resolving virtual method calls

...
m(a1,a2,...,an);
...

{ int a1, a2, ..., an;

}

public class A {

...

}

  { System.out.println(p1+...+pn); }

...
o.m(a1,a2,...,an);
...

{ int a1, a2, ..., an;

}

public void m (int p1, ...,  int pn)

public class A {

...

}

  { System.out.println(p1+...+pn); }

Devirtualize

Inline

static

...
System.out.println(a1+...+an);
...

{ int a1, a2, ..., an;

}

public        void (int p1,...,pn)
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A Conservative Call Graph

Method

Potentially Polymorphic Call Site

Entry Points

Call edge
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Improving the call graph

Reachable Method

Necessary call edge

Call edge that may be eliminated

Entry Points

Unreachable Method

Potentially polymorphic call site
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Pruned Call Graph

Reachable Method

Necessary call edge

Entry Points

Potentially Polymorphic Call Site

Number of
  reachable
  methods

Number of call
  edges

Number of
  potentially
  polymorphic
  call sites

Good Call Graph

Minimize:
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Existing Simple Methods for Virtual Method Call Resolution

...
o.m(a1,a2,...,an)
...

{ int a1, a2, ..., an;

}

public void m (int p1, ...,  int pn)
  { ... }

public class C {

...

}

public void m (int p1, ...,  int pn)
  { ... }

public class B {

...

}

public void m (int p1, ...,  int pn)

public class A {

...

}

?

?

?
  { System.out.println(p1+...+pn); }

What do we know
about the type of
receiver o???
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Using the declared type: Class Hierarchy Analysis
Dean, Grove and Chambers (1995), Fernandez (1995)

 

Object

D

A B

C

...
o.m(a1,a2,...,an)
...

{ int a1, a2, ..., an;

}

public void m (int p1, ...,  int pn)
  { ... }

public class C {

...

}

public void m (int p1, ...,  int pn)
  { ... }

public class B {

...

}

public void m (int p1, ...,  int pn)

public class A {

...

}

  { System.out.println(p1+...+pn); }C o;
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Class Hierarchy Analysis (CHA) (Example 2)

 

Object

D

A B

C

...
o.m(a1,a2,...,an)
...

{ int a1, a2, ..., an;

}

public void m (int p1, ...,  int pn)
  { ... }

public class C {

...

}

public void m (int p1, ...,  int pn)
  { ... }

public class B {

...

}

public void m (int p1, ...,  int pn)

public class A {

...

}

  { System.out.println(p1+...+pn); }D o;

COMP 621 (Intro) – p. 31



+ < >

Using types of allocated objects: Rapid Type Analysis (RTA)

Bacon and Sweeney (1996)

 

{ Object, A, C }

Objects Allocated

...
o.m(a1,a2,...,an)
...

{ int a1, a2, ..., an;

}

public void m (int p1, ...,  int pn)
  { ... }

public class C {

...

}

public void m (int p1, ...,  int pn)
  { ... }

public class B {

...

}

public void m (int p1, ...,  int pn)

public class A {

...

}

  { System.out.println(p1+...+pn); }D o;

 

Object

D

A B

C
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Quest: Improve upon RTA

Restrict the analysis to one iteration.

RTA assumes that all allocated objects can reach a
receiver.

Want to provide a more accurate approximation;

by tracking assignments from allocation sites, to
method invocations.
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Illustration of Goal

...

b = a;

...

o.f(b);

a = new X();

public class B {

c.m();   // X.m()

public void f (C c) {

}

}

public class A {

}

}

public void f (C c) {

c.m();   // X.m()
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Solution: Variable Type Analysis (VTA)

...

b = a;

...

o.f(b);

a = new X();

public class B {

c.m();   // X.m()

public void f (C c) {

}

}

public class A {

}

}

public void f (C c) {

c.m();   // X.m()

A.f.c

B.f.c

a

b

{ X }

Final Type Propagation Graph

{ X }

{ X }

{ X }

A.f.c

B.f.c

a

b

{ X }

Initial Type Propagation Graph
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Three Steps in VTA

STEP 1:
Form initial conservative call graph (CHA, RTA, VTA).
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Three Steps in VTA

STEP 1:
Form initial conservative call graph (CHA, RTA, VTA).

STEP 2:
Build type propagation graph.
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Three Steps in VTA

STEP 1:
Form initial conservative call graph (CHA, RTA, VTA).

STEP 2:
Build type propagation graph.

STEP 3:
Solve type propagation graph in one iteration.
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Building the Type Propagation Graph

Assuming,  statement is in class C, method m;
     a = b;

a[i] = b;

a = b[i];

o.f = b; C.m.bA.f

Assuming field f is declared in class A:

a = b; C.m.a C.m.b

C.m.a C.m.b

If either left or right side is Object or Array type:
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Building the Type Propagation Graph - method calls

     

Assuming the initial call graph of: class X {
   D f (A a)
     {  ....;
        return(r);
     }
}

class Y {
   D f (A a)
     {  ....;
        return(r);
     }
}

q = o.f(p);

C.m.o

C.m.p

C.m.q

Y.f.return

Y.f.this

Y.f.a

X.f.return

X.f.this

X.f.a
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Propagating Types

1. For each statement of the form x = new A(); ,
initialize the node for x with the type A.

2. Collapse strongly connected components, forming a
DAG.

3. Propagate types on resulting DAG in one topological
sweep.
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Building the Type Propagation Graph

a1

b1 b2

a2 a3

b3

c

(b) Nodes and Edges

A a1, a2, a3;
B b1, b2, b3;
C c;

b1 = new B();
b2 = new B();
c = new C();

a1 = a2;
a3 = a1;

a1 = new A();
a2 = new A();

b1 = b2;

a3 = b3;

b3 = (B) a3;

b1 = c;

(a) Program
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Propagating Types

{B}

{C}

{A} {A}

{B}

a1

b1 b2

a2 a3

b3

c

(c) Initial Types

b1 = new B();
b2 = new B();
c = new C();

a1 = new A();
a2 = new A();

{B}

{C}

{A} {A}

{B}

a1

b1 b2

a2 a3

b3

c

(d) Strongly-connected components (e) final solution

{C}

{A} {A}

{B}

a1

b1 b2

a2 a3

b3

c

{A}

{B,C}
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A Coarser Approximation: Declared Type Analysis

A B C A B C

{A} {B} {C}

{C}

A B C

{A,B}

(b) Nodes and Edges (c) Initial Types

(d) Strongly-connected components (e) final solution

{C}

A B C

{A,B,C}

A a1, a2, a3;
B b1, b2, b3;
C c;

b1 = new B();
b2 = new B();
c = new C();

a1 = a2;
a3 = a1;

a1 = new A();
a2 = new A();

b1 = b2;

a3 = b3;

b3 = (B) a3;

b1 = c;

(a) Program
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Benchmark Characteristics

Total Benchmark Only
# Stmts. # Stmts # Classes # Inter.

raytrace 49239 5347 34 1
jack 55107 11215 62 5
javac 69585 25304 177 5
sablecc 68575 24621 298 13
soot 63506 33396 497 34
pizza 73130 42805 207 11
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Static measurement - Nodes
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Static measurement - Edges
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Static measurement - Resolved Call Sites
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Dynamic measurement - Resolved Call Sites
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Summary of VTA

Variable Type Analysis (VTA) builds a type
propagation graph and solves it in one pass, no
iteration.

VTA resolves (to one method) signi�cantly more
potentially polymorphic call sites than RTA.

VTA is available in the newest release of Soot. Soot
is a publically-available framework available from

www.sable.mcgill.ca/soot
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Implemented using the Soot framework

source
Java

source
SML

source
Scheme

source
Eiffel

Optimized class files

Interpreter JIT Adaptive Engine Ahead-of-Time
    Compiler

class files

javac MLJ KAWA SmallEiffel

SOOT

Produce Jimple 3-address IR

Analyze and Optimize

Generate Bytecode
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Summary

Compilers must bridge the gap between high-level
languages and high-performance architectures.

Optimizers for C are quite effective, write your
program in a clear style.

VTA is one solution to approximating virtual method
calls.

Compilers are fun!

The Sable Group at McGill develops Java compiler
tools (Soot).
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Why Sable? ...

 Java
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Why Sable? ...

 Java

Sable
Tools for Java ...

www.sable.mcgill.ca

#
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